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Kubernetes-based systems are Increasingly adopted in cloud-native
environments, including by small and medium-sized enterprises (SMEs) that
often operate with limited DevOps and site reliability engineering (SRE)
capacity. Although tools such as Prometheus, Alertmanager, Kubernetes
autoscaling mechanisms, and runbook automation frameworks provide
Important support for monitoring and operations, the transition from alert
detection to safe and automated remediation remains fragmented. Alerts are
frequently routed to human operators, autoscalers respond mainly to selected
resource signals, and runbooks are often executed manually or through
separate automation workflows. This fragmentation contributes to alert
fatigue, slow triage, inconsistent remediation decisions, and limited trust in
automated incident response. This working paper presents a PRISMA-guided
theoretical overview and a systematic literature review synthesis of safe auto-
remediation in Kubernetes operations. The review focuses on five connected
areas: alert fatigue and alert quality, AIOps-based triage and correlation,
Kubernetes monitoring and autoscaling, runbook automation, and policy-
gated or human-in-the-loop remediation. The methodology defines academic
Information sources, search strings, Inclusion and exclusion criteria,
screening stages, and a data-extraction framework for classifying existing
approaches according to telemetry source, decision method, automation
scope, safety mechanism, explainability, auditability, reproducibility, and
suitability for SME-like environments. The expected contribution iIs a
structured map of the current technological and research landscape, an
Identification of research gaps between monitoring, decision support, and
remediation execution, and a set of design requirements for lightweight,
auditable, and policy-gated auto-remediation systems tailored to resource-
constrained organizations. AutoOrch is positioned solely as a decision-
support-oriented prototype, derived from the identified gaps, not as the
source of review results. The paper concludes by outlining research
Iimitations and future work toward a practical AutoOrch prototype with a view
toward a later conference or ranked journal publication.

Keywords: Kubernetes; auto-remediation; AIOps; alert fatigue; Prometheus;
Alertmanager; runbook automation; PRISMA; systematic literature review;
SME operations; policy-gated automation; decision support
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INTRODUCTION

Kubernetes has become a central platform
for operating containerized services because
it supports

declarative  configuration,

automated deployment, scaling and service
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technologies can  encode  repeatable
operational procedures. These capabilities are
individually valuable, but their documented
responsibilities are different: monitoring
exposes signals, alert management routes

notifications, platform controllers maintain

o ] selected desired-state  behaviours, and

management within a shared orchestration 2

: runbooks  execute  predefined = steps.
environment. The Kubernetes . . . .

_ Accordingly, this review focuses specifically

documentation defines the platform as a . .

ble and bl c ) on the interaction of Kubernetes,
ortable and extensible system for managin
P o Y ging Prometheus, Alertmanager and runbook
containerized  workloads . .

- automation, while
and  services  through  Thege capabilities are individually consideting related
declarative  configuration valuable, but their documented AlOps and remediation
and  automation.  For

organizations that rely on
cloud-native applications,
these capabilities make it
possible to deploy and
adapt services rapidly; at
the time, they
introduce an operational

same

environment in which workload state, service

behaviour, resource limits and failure

tresponses must be interpreted together.'

This burden be
understood through Kubernetes alone. In a

operational cannot

typical cloud-native monitoring workflow,
Prometheus records and queries time-series

telemetry, while Alertmanager groups,
deduplicates, silences and routes alerts
generated  from  defined  conditions.

Kubernetes may additionally perform self-
healing or horizontal scaling in response to
selected failures or metrics, and playbook

! KUBERNETES AUTHORS: Overview. Kubernetes
Documentation. 2026a. Available:
https://kubernetes.io/docs/concepts/overview/.
(accessed: 1 June 2026).

2 See for more: PROMETHEUS AUTHORS: Overview;,
Alertmanager. Prometheus Documentation.
Available:
https://prometheus.io/docs/introduction/overview/;
PROMETHEUS AUTHORS: Alertmanager. Available:
https://prometheus.io/docs/alerting/latest/alertmana
ger/ (accessed: 1 June 2026); KUBERNETES
AUTHORS: Horizontal Pod Autoscaling; Kubernetes
Self-Healing. Kubernetes Documentation. 2026b.

responsibilities are different:
monitoring exposes signals, alert
management routes notifications,

platform controllers maintain
selected desired-state behaviours,

and runbooks execute predefined
”»

steps.
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approaches where they

inform safe alert-to-

action decision support.

The  first
addressed by this review
is therefore the quality
and  actionability — of

A notification  that
identifies a threshold violation does not

problem

operational  alerts.
automatically clarify whether an operator
should intervene, whether the condition is
transient, or whether a low-risk response can
be safely automated. As Ewaschuk argues in

the Google SRE literature, alerts that
interrupt ~ human  operators  should
correspond  to  conditions  requiring
meaningful human action; otherwise,

monitoring itself can increase operational
burden rather than reduce it. The review will

examine how the literature defines alert

Available:
https://kubernetes.io/docs/concepts/workloads/autos
caling/horizontal-pod-autoscale/; KUBERNETES
AUTHORS: Self-Healing. Available:
https://kubernetes.io/docs/concepts/architecture/self
-healing (accessed: 1 June 2026); ANSIBLE
COMMUNITY DOCUMENTATION: Ansible Playbooks.
Available:
https://docs.ansible.com/projects/ansible/latest/play
book guide/playbooks_intro.html (accessed: 1 June
2026).
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fatigue, non-actionable alerts and intelligent
triage in cloud-native or closely related
operational environments.’

The second problem is the transition from
detection to justified and context-aware
remediation. A latency, error, or resource-
saturation alert may be associated with very
different operational conditions: legitimate
workload  growth, application failure,
dependency degradation, misconfiguration or
short-lived disturbance. The existence of an
alert therefore, does not establish that a scale-
out, restart, diagnostic procedure or human
escalation is the correct response. This review
will investigate how current approaches
connect telemetry and alert context to
actions, and whether they provide an explicit
reasoning or policy layer between the
detection of symptoms and the execution of
a remediation procedure. The analytical
objective is therefore to examine telemetry
and operational context together, since
detecting a symptom and selecting a justified
response are distinct operational and
theoretical tasks.

The third problem concerns the conditions
under which automation can be accepted as
safe and useful. Automated incident handling
affects running services and must therefore
be understandable, traceable and constrained
by risk. The review will examine whether
published approaches discuss explainability,
auditability, reproducibility, confidence or
policy controls, human-in-the-loop escalation
and suitability for smaller operational teams.
Particular attention is given to SME-like
settings, not because the paper presumes that
existing evidence already addresses them
adequately, but because limited staffing and
limited capacity to maintain heavyweight
automation make them an important
evaluation perspective.

3 EWASCHUK, Rob (2016). Monitoring Distributed
Systems. In: Betsy Beyer et al. (eds.): Site Reliability

On this basis, the paper is structured as a
PRISMA-guided review of safe auto-
remediation in Kubernetes operations. It
seeks to determine which operational-
complexity problems are represented in the
literature, how existing technologies support
the path from alert detection to action, what
limitations remain for safety-oriented and
resource-conscious SME operation, and
which design requirements can reasonably be
derived. AutoOrch is introduced only after
this literature-based reasoning as a decision-
support perspective: it is not evaluated in the
present review, and its implementation
evidence, datasets, and experimental results
are reserved for a separate practical

publication.
II. OPERATIONAL COMPLEXITY
AND THE PROBLEM OF SAFE
REMEDIATION

Cloud-native systems expose a large and
rapidly changing operational state. A single
application may be represented by multiple
deployments, pods, services, autoscaling
settings, health probes, resource limits, and
dependencies, each producing signals that
can be observed or alerted upon. This
granular visibility is essential for reliable
operation, but the number of available signals
does not by itself produce a reliable decision.
A team may know that latency has risen or
that an error threshold has been crossed
without knowing whether the appropriate
response is intervention, observation,
automated action, or escalation. For the
purposes of the review, this evidence layer is
examined at the level of metrics, logs, and
traces, complemented by Kubernetes events
and alert records where the selected studies
report them.

Alert fatigue provides one concrete starting
point for examining this difficulty. Voutsas,

Engineering: How Google Runs Production
Systems. O'Reilly Media.
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Violos and Leivadeas address excessive and
potentially non-actionable alerts in cloud
monitoring systems by proposing a machine-
learning-based filtering mechanism, while
Yang and co-authors report misleading, non-
informative, and non-actionable alert
patterns in an industrial cloud setting. These
studies are not treated in this draft as the
completed evidence base of the review;
rather, they illustrate why alert quality and
operator burden are credible topics for
systematic investigation under the PRISMA
protocol.t A related problem is that the
operational meaning of
an alert depends on
context. Increased latency
may result from demand
exceeding available
capacity, but it may also
be associated with server-
side failures, external
dependencies, or
temporary  disturbance.
Similarly, resource
saturation may justify
scaling in one case while
serving only as a
secondary symptom in
another. Safe remediation
therefore, requires more than a trigger
condition: it requires a justified interpretation
of the event, a permitted response scope and
an account of when the system should refrain
from acting to prevent cascading failures.
Automation is therefore not treated as an
objective in itself: depending on the context,
the proportionate response may be a
constrained automated action, a verified
recommendation, further diagnosis, or
deliberate non-intervention.

4 See: Voutsas, Fotios — VIoLOS, John —
LEIVADEAS, Aris (2024). Mitigating Alert Fatigue in
Cloud Monitoring Systems: A Machine Learning
Perspective. Computer Networks, Vol. 250, Article
110543. DOI: 10.1016/j.comnet.2024.110543;
YANG Tianyi et al. (2022). Characterizing and

The responsibilities of common operational
tools make this decision gap visible.
Prometheus and Alertmanager provide
observation and alert-handling capabilities;
Kubernetes controllers provide selected
desired-state ~ and  scaling  responses;
automation frameworks such as Ansible
provide repeatable procedures for applying
operational changes. On the basis of these
documented functions, the present study
draws a provisional analytical question rather
than a finding: to what extent does existing
research connect these capabilities into an

auditable end-to-end

»Safe remediation therefore requires  jjert (o action  process,
more than a trigger condition: it
requires a justified interpretation of  |eave remediation choice
the event, a permitted response outside the automated
scope and an account of when the loop?
system should refrain from acting to
prevent cascading failures.
Automation is therefore not treated
as an objective in itself: depending
on the context, the proportionate
response may be a constrained
automated action, a verified
recommendation, further diagnosis
or deliberate non-intervention.”

and to what extent does it

Automation also raises a
safety  problem. An
automatically  executed
action can reduce the
duration of a recurring
incident, but an incotrrect,
repeated, or  pootly
scoped  action  can
increase instability. For
this reason, the review will search not only for
approaches that perform alert correlation,
autoscaling or remediation, but also for
mechanisms that constrain action: confidence
thresholds, allow-lists, cooldowns, approval
gates, post-action verification, immutable
audit trails, or escalation to a human operator.
These mechanisms are treated as candidate
analysis dimensions until the PRISMA-
selected literature confirms their prevalence
and role. In automated systems, audit logs
and decision trails must also be integrity-
protected or immutable if they are to provide

Mitigating Anti-patterns of Alerts in Industrial
Cloud Systems. Proceedings of the 52nd Annual
IEEE/IFIP International Conference on Dependable
Systems and Networks (DSN), 2022. DOI:
10.1109/DSN53405.2022.00047.
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reliable evidence of the alert, decision, action,
and outcome sequence. The question of
operational fit is particularly relevant for
SME-like organizations. A small team may
prefer solutions that reuse existing
monitoring and automation components, rely
on a compact and understandable telemetry
set, and can be adopted incrementally rather
than requiring a large specialized operations
platform. This paper does not assume in
advance that the literature provides a
complete SME-specific answer. Instead, the
review will examine whether SME constraints
— such as limited overhead and specialized
expertise — are addressed directly, can be
reasonably inferred from system
requirements, or remain a gap for future
research. The analysis will distinguish
constraints reported explicitly for SMEs from
deployment requirements that can only be
inferred cautiously from the reviewed system
characteristics. Accordingly, this section
defines the problem domain without pre-
empting the outcome of the systematic
review. The apparent challenges — alert
burden, fragmented tool responsibilities,
ambiguous remediation choices, automation
risk, and SME operational constraints —
establish the rationale for the PRISMA-
guided investigation. The evidence-based
judgment of which gaps are established, how
strongly they are supported, and how
AutoOrch may respond to them will be
developed only after the PICO-supported
protocol, screening process, and data
extraction have been completed.

> PAGE, Matthew J. et al. (2021). The PRISMA 2020
statement: an updated guideline for reporting
systematic reviews. BMJ, Vol. 372, Article n71.
DOI: 10.1136/bmj.n71; RETHLEFSEN, Melissa L. et
al. (2021). PRISMA-S Group: PRISMA-S: an
extension to the PRISMA Statement for Reporting
Literature Searches in Systematic Reviews.
Systematic Reviews, Vol. 10, Article 39. DOI:
10.1186/s13643-020-01542-z.

III. METHODOLOGY: PRISMA-GUIDED
SYSTEMATIC LITERATURE REVIEW

The study follows a PRISMA-guided
systematic literature review process. PRISMA
2020 provides a transparent reporting
framework  for identifying, screening,
assessing and including studies in a systematic
review, while PRISMA-S strengthens the
reporting of database searches and search-
strategy decisions to maximize reproducibility
and repeatability. This framework is used to
ensure that the final synthesis is traceable to
an explicit body of selected literature rather
than to an informal collection of sources.” In
this study, repeatability means that the search
queries, eligibility rules, screening decisions,
and extraction fields are documented
sufficiently to reconstruct the procedure.

1. Review Framework and Search
Strategy

To establish a rigorous, transparent, and
reproducible systematic literature review, this
study systematically = structures its core
objectives using the PICO (Population,
Intervention,  Comparison,  Outcome)
framework, as advocated by Eriksen and
Frandsen (2018).° Utilizing PICO as a formal
search strategy tool significantly enhances the
quality, precision, and exhaustiveness of
literature retrieval in complex technical
domains. While the fundamental conceptual
anchors of this framework are drawn from
established systematic review methodologies,
the specific variables have been meticulously
tailored to the cloud-native operational
domain. At this structural stage, the
provisional PICO parameters are formalized
as follows:

® ERIKSEN, Matte B. — FRANDSEN, Tove Faver
(2018). The impact of patient, intervention,
comparison, outcome (PICO) as a search strategy
tool on literature search quality: a systematic review.
Journal of the Medical Library Association: JMLA,
106(4), 420-431. Medical Library Association.
https://doi.org/10.5195/jmla.2018.345.
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e DPopulation (P): The target domain
and subjects of study encompass
Kubernetes-based ~ or  cloud-native
operational environments, with a specific
focus on automated remediation tools
and architectures operating under the
structural and resource constraints typical
of small and medium-sized enterprises.

e Intervention (I): The intervention
domain centers on the deployment of
technologies designed for alert triage,
AlOps, autoscaling, runbook
automation, and self-healing. Specifically,
it involves analyzing the telemetry and
metrics used to identify incident root
causes, cotrrelation mechanisms, and the
mitigation of alert fatigue through policy-
gated auto-remediation.

e Comparison (C): The architectural
capabilities and efficacy of these
automated solutions are subjected to a
comparative analysis against baseline
practices, including manual engineering
interventions, monitoring-only
workflows, isolated autoscaling
mechanisms, and alternative integrated
automation frameworks.

e Outcome (O): The expected
outcomes define the inherent advantages
and disadvantages of existing paradigms.
The analysis prioritizes critical metrics
such as safe action selection, alert-burden
reduction, system explainability,
immutable auditability, reproducibility,
and  practical  deployability  within
resource-constrained infrastructure.

The precise alighment of these four
dimensions ensures that the subsequent
synthesis avoids arbitrary source selection
and instead evaluates the literature against a
highly objective and robust analytical matrix.
The structural factors mapped by the PICO

7 SHAMSEER, Larissa et al. (2015): Preferred
reporting items for systematic review and meta-
analysis protocols (PRISMA-P) 2015: elaboration
and explanation, 2015. BMJ (Clinical Research Ed.)
2015: 350g7647.

framework serve as the direct foundation for
the systematic literature search, conducted in
strict accordance with the PRISMA
(Preferred Reporting Items for Systematic
Reviews and Meta-Analyses) protocol.” The
use of PRISMA-P supports transparent
reporting of the multi-stage sequence from
identification and screening to eligibility

assessment and  final inclusion. The
systematic search strategy translates the
PICO components into comprehensive

Boolean search strings.

The academic search strategy is designed to
cover databases suitable for computing,
software engineering, and cloud-systems
literature, including Scopus, Web of Science,
IEEE Xplore, ACM Digital Library,
ScienceDirect, and SpringerLink, subject to
institutional access. Google Scholar is used
for supplementary forward and backward
citation tracing, while selected arXiv preprints
may be retained as separately identified recent
evidence in a rapidly evolving field. Official
technology documentation may be used to
describe operational capabilities of specific
tools, but it is not treated as peer-reviewed
research evidence. To support version
control, duplicate handling, and multi-stage
screening, the retrieved records are organized
in a reference-management and screening
workflow. The final database coverage,
search string syntax, and source roles are
confirmed during the methodological
consolidation of the review. In addition to
database retrieval, backward snowballing will
be used to inspect the reference lists of
included studies, while forward snowballing
will identify later publications citing relevant
foundational or included works. All records
identified through snowballing will be
screened under the same eligibility and
extraction rules as  database-retrieved
records.”

8 WOHLIN, Claes (2014). Guidelines for Snowballing
in Systematic Literature Studies and a Replication in
Software Engineering. In: Proceedings of the 18th
International Conference on Evaluation and
Assessment in Software Engineering (EASE), 1-10.
DOI: 10.1145/2601248.2601268.

SmartLaw Research Group



SmartLaw Research Group Working Paper — Nr. 2026/2.

Alert fatigue

triage") AND ("cloud"
OR "Kubernetes" OR

Search Candidate search
: Purpose
group string
("alert fatigue" OR
"alert noise" OR "alert .
Studies on

alert quality

Criterion Application and justification
English-language publications will
be included because English is the
intended publication language and

Language

enables consistent interpretation,
comparison and citation in the

paper.

Time period

Studies published from 2016 to
2026 will be prioritized because this
period captures the mature adoption
of Kubetnetes and the
contemporary development of
cloud-native AIOps and
remediation approaches. Earlier
foundational studies may be retained
where conceptually necessary. The
starting point follows the spread of
Kubernetes after its initial adoption
period around 2015, so that the
main evidence base reflects the
contemporary cloud-native
operational landscape.

Subject relevance

Included works must address
Kubetnetes, cloud-native systems,
microsetvices, DevOps/SRE
operations, alert handling,
autoscaling, runbook automation,
self-healing or auto-remediation,
because these concepts define the
technical and thematic scope of the
review.

"cloud-native" OR
"microservices" OR
"cloud operations")

and triage "microservices” OR ir:iid(;lr)lcrator

"DevOps" OR )

"SRE")

("AIOps" OR

"artificial intelligence

for IT operations") Intelligent
iﬁlcicile)rsltand AND ("incident triage ar}d
management management”" OR correlation

"alert correlation” OR | approaches.

"root cause analysis"

OR "remediation")

("Kubernetes" AND

("monitoring" OR
Kubetnetes "autoscaling" OR i(tjzieéiclctes—
monitoring "self-healing")) AND rrlljonitorin
and ("machine learning" and scaling
autoscaling OR "prediction" OR &

"reinforcement research.

learning" OR "policy")

("runbook

automation" OR

"automated runbook" Action-

OR "event-driven .
Runbook o execution and
automation avll%tor'lqauon ) AND,, workflow

("incident response literature

OR "remediation" OR '

"DevOps" OR

"operations")

("auto-remediation"

OR "automated

remediation" OR
Auto- "self-healing" OR acrllzseﬂiilg?_p
remediation "closed-loop g ’
and self- remediation") AND gate diati
healing ("Kubernetes" OR Z;r;:o;iﬁzf

Publication
quality

Peer-reviewed journal and
conference publications will form
the principal evidence base.
Publications in recognized
Scimago/SJR Q1-Q3 outlets and
strongly cited foundational works
will be prioritized when relevance is
comparable. This quality
prioritisation will not automatically
exclude a technically central recent
study when it is directly relevant to
the review questions.

Table 1. PICO-aligned search-string groups for the PRISM.A-guided

2. Eligibility and Selection Criteria

The eligibility criteria will be
consistently ~ and  impartially
title/abstract
assessment. Hach criterion is justified by the

purpose of the review and by the need to

establish

review.

screening  and

technically

relevant

methodologically transparent source base.

applied

Recent emerging
work

Selected arXiv preprints may be
retained as clearly marked pre-
publication evidence where they
contribute state-of-the-art technical
developments not yet represented in
indexed literature. Such sources will
be labelled separately from peet-
reviewed evidence.

during
full-text

and

Exclusions

Duplicates, inaccessible full texts,
vendor marketing without technical
evidence, pure machine-learning
papers without operational
application, and cybersecurity-only
remediation papers without
incident-management or service-
reliability relevance will be excluded.

Table 2. Eligibility criteria with methodological justification.
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3. PRISMA Selection Process

The study selection process follows the
PRISMA 2020 multi-stage sequence of
identification, duplicate removal, screening,
retrieval, eligibility assessment, and final
inclusion. Each full-text exclusion is recorded
with a controlled reason so that the final body
of reviewed evidence can be defended and
reproduced.

Figure 1 presents the PRISMA 2020-based
study selection flow for the current review
management stage. The diagram reflects the
completed  preliminary  screening and
evidence-aggregation status: 59 candidate
records were screened, 41 sources were
moved to extraction and eligibility
verification, 34 sources currently support the
substantive synthesis, 7 sources support
methodology, 15 sources remain context-
only, 3 records were excluded and no sources
remain awaiting a supervisor’s decision.
These values remain preliminary until final
full-text and citation-level verification is
completed.

P

Final confirmation

Counts to be confirmed after full-text and
citation-level verification

Figure 1. PRISM.A 2020-based study-selection flow for the review.
Counts reflect the current preliminary screening and evidence-
aggregation stage and will be confirmed after final full-text and
citation-level verification.

4. Data Extraction and Synthesis

Model

The selected sources are analyzed through a
structured and  standardized extraction
matrix. The objective is not to conduct a
statistical meta-analysis, because the expected
literature comprises heterogeneous system
papers, frameworks, case studies, tool-
oriented studies, and conceptual research.
Instead, the paper uses comparative and
thematic synthesis to identify how current
approaches support or fail to support safe
alert-to-action decisions.

Extraction Purpose in the analysis
dimension P y
Publication Authors, year, venue, publication type
metadata and quality context.
. Kubernetes, cloud-native
Technical . - ’ .
microservices or broader operations
context
context.
Telemetry .
Ty Metrics/logs/traces/alerts/events and
and decision rules, ML, RL or hybrid polic
method T ybrd poley:
Operational Filtering, correlation, scaling, restart,
output diagnosis, escalation or remediation.
Confidence gates, human approval,
Safety and explainability, immutable audit trails,
governance post-action verification, rollback,
cooldown or allow-list.
. Evaluation type, production readiness
Evidence 0 P, P R
reproducibility, code/data availability
strength L
and study limitations.
SME Operational overhead, transparency
L and suitability for resource-constrained
applicability reams

Table 3. Data-extraction dimensions for the literature synthesis.

The methodological validity of the review
depends on database coverage, terminology
used in the queries, availability of full texts,
English-language limitation, and consistency
of screening decisions. These issues are
reported alongside the completed PRISMA
flow, the extraction matrix, and the
limitations of the final synthesis.

|
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IV. HISTORICAL DEVELOPMENT AND remediation for a contextualized alert."” The
AUTOMATED INCIDENT HANDLING distinction is also theoretical: restoring

o _ declared state or adjusting capacity is not
Automated 1nc1d.e.nt htandhng emerged fr.om identical to interpreting incident context and
a broader transition in systems operation. selecting an accountable remediation policy.
Earlier administrative practice traditionally
relied extensively on human interpretation At the same time, operational automation
and manual command execution. As software developed through repeatable runbooks and
services became distributed and continuously event-triggered workflows. Tools such as
delivered, DevOps and site reliability Ansible make it possible to encode
engineering placed greater emphasis on operational ~ actions as  reproducible
tepeatable automation, measurable service procedures, while event-driven platforms
health, and operational feedback. The demonstrate how those procedures can be
engineering of triggered by  system
monitoring and alerting » Kubernetes provides native signals. The continuing

accordingly
connected to a central
question: which signals
should demand direct
human intervention and
which should be handled
without  unnecessarily
interrupting  operators.’
Historically, this creates a
deliberate contrast
between the need for
human intervention when a condition is
actionable and the SRE objective of avoiding
unnecessary interruption when human
judgment is not required.

Cloud-native technologies extended this
transition by making service health and
capacity management programmable at the
orchestration layer. Kubernetes provides
native mechanisms for maintaining desired
workload state, replacing failed workload
units, and adapting capacity under defined
conditions. These mechanisms established
important elements of self-healing and
autoscaling, but they do not by themselves
constitute a general incident-management
decision process: workload restoration and
capacity adjustment remain conceptually
different from selecting the most appropriate

® EWASCHUK, 2016.
10 KUBERNETES AUTHORS, 2026b.

became  Mechanisms for maintaining desired  tesearch

workload state, replacing failed
workload units and adapting

capacity under defined conditions.
These mechanisms established what

important elements of self-healing

and autoscaling, but they do not by
themselves constitute a general
incident-management decision

process.”

question  1s
therefore no  longer
whether actions can be
automated, but under
conditions  an
automated response is

justified, safe,
accountable, and
operationally

proportionate in complex
production
environments."’ In

DevOps and  SRE
proportionality and security of an automated

settings,  the

response must therefore be evaluated in
complex production environments, not only
demonstrated as executable in a laboratory
workflow.

V. CURRENT TECHNOLOGICAL
LANDSCAPE AND IDENTIFIED RESEARCH
GAPS

The screened evidence base describes a
technological landscape in which monitoring,
alert  handling, runbook
automation and AlIOps-based incident

autoscaling,
support have developed as partly overlapping

but still distinguishable families of solutions.
For the purposes of this review, official

1 See ANSIBLE COMMUNITY DOCUMENTATION.
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documentation is used only to clarify the
intended responsibilities of tools such as
Kubernetes, Prometheus, Alertmanager and

Ansible, while
systematically screened studies are used to

peer-reviewed and

support claims about research gaps. This
separation is important because a tool may be
technically capable of collecting telemetry,
routing alerts or executing a runbook without
necessarily providing a research-validated
method for selecting the safest remediation
action."

At the monitoring and alert-routing level, the
available context sources show mature
support for observing workloads and routing
notifications, but they also highlight the
division of responsibilities that motivates the
present review. Prometheus and
Alertmanager support telemetry collection,
alert grouping, deduplication, silencing and
routing;  Kubernetes  provides  native
mechanisms  for maintaining  desired
workload state and selected autoscaling
behaviour; and Ansible-style playbooks
provide a way to encode repeatable
operational actions. These components are
therefore valuable parts of an operational
toolchain, but they should not be treated as a
complete decision model for remediation.
The research question remains how alert
context, operational telemetry and permitted
action scope can be connected into a justified

end-to-end alert-to-action process."

The evidence is strong that alert quality and
actionability form a legitimate research
problem. Voutsas, Violos and Leivadeas

12 These  context sources (Kubernetes
Documentation; Prometheus and Alertmanager
Documentation; Ansible Playbooks and Event-
Driven Ansible Rulebooks) are used only to define
tool responsibilities and not as peer-reviewed
evidence for research-gap claims.

13 EWASCHUK, 2016.

14 VOUTSAS — VIOLOS — LEIVADEAS, 2024.

15 NOTARO, Paolo — CARDOSO, Jorge — GERNDT,
Michael (2021). A Survey of AlOps Methods for
Failure Management. ACM Transactions on

approach alert fatigue as a cloud-monitoring
problem in which machine learning can help
reduce the burden of excessive or low-value
alerts. Yang and co-authors, in an industrial
cloud setting, show that alert anti-patterns
can include misleading, non-informative or
non-actionable notifications. Kuang and co-
authors extend this direction through
knowledge-aware alert aggregation. Taken
together, these studies support the view that
the problem is not merely the number of
alerts, but whether an alert carries enough
operational meaning to support a responsible
decision."

AlOps literature expands the landscape by
focusing on failure management, incident
handling, alert correlation, root-cause analysis
and knowledge extraction from incident
records. Survey and mapping studies by
Notaro, Cardoso and Gerndt, Cheng and co-
authors, Remil and co-authors, and Zhang
and co-authors show that AIOps research
covers a broad range of methods, including
anomaly detection, alert grouping, diagnosis,
large-language-model-assisted operations and
incident-management support. This evidence
is useful for classifying existing approaches;
however, much of it remains oriented toward
detection, triage or recommendation rather
than toward explicit governance of the final
remediation action.”

More operationally grounded AIOps studies
demonstrate that cloud incident-management
evidence exists beyond purely conceptual
discussion. Microsoft-oriented work on
AlIOps innovations for incident management

Intelligent Systems and Technology 12(6); CHENG,
Quian et al (2023). Al for IT Operations (AIOps) on
Cloud Platforms: Reviews, Opportunities and
Challenges. arXiv:2304.04661; REMIL, Youcef et al.
(2024). AIOps Solutions for Incident Management:
Technical Guidelines and A Comprehensive
Literature Review. arXiv:2404.01363v1; ZHANG,
Lingzhe et al. (2025). A Survey of AlOps in the Era
of Large Language Models. ACM Computing
Surveys 58(2).
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and work on mining root-cause knowledge
from cloud-service incident investigations
show that production and incident-report
data can support operational knowledge
extraction. AIOpsLab, by contrast, is better
treated as an emerging testbed or benchmark
framework for autonomous-cloud agents.
The evidence base is therefore mixed: it
provides relevant models
for  incident  under-
standing and evaluation,
but it does not yet
remove the need for
explicit constraints,

when actions affect live
services.'®

Kubernetes autoscaling is
another strong area of the
reviewed evidence.
Studies on horizontal pod
autoscaling,  reinforcement-learning-based
autoscaling in production cloud systems,
graph-based proactive autoscaling, proactive
autoscaling for microservice chains, and
SLO-aware adaptive autoscaling show that
scaling decisions can be made more adaptive
than simple static threshold rules. The
evidence  is capacity

management and resource adaptation,

strongest  for

including several testbed/laboratory studies

16 MICROSOFT RESEARCH AUTHORS (2020). AIOps
Innovations of Incident Management for Cloud
Services; SAHA, Amrita (2022). Mining Root Cause
Knowledge  from  Cloud  Service Incident
Investigations for AIOps. arXiv:2204.11598; CHEN,
Yinfang et al. (2025). AIOpsLab: A Holistic
Framework to Evaluate Al Agents for Enabling
Autonomous Clouds. arXiv.2501.06706.

17 NGUYEN, Thanh-Tung et al. (2020). Horizontal
Pod Autoscaling in Kubernetes for Elastic Container
Orchestration. Sensors 20(16); Qiu, Haoran et al.
(2023). AWARE: Automate Workload Autoscaling
with Reinforcement Learning in Production Cloud
Systems. USENIX Annual Technical Conference,
July 2023; NGUYEN, Hoa X — ZHU, Shaoshu — LIu,
Mingming (2024). Graph-PHPA: Graph-based
Proactive  Horizontal Pod  Autoscaling  for

» Kubernetes autoscaling is another
strong area of the reviewed evidence.
Studies on horizontal pod
autoscaling, reinforcement-learning-
based autoscaling in production
escalation and auditability  cloud systems, graph-based proactive
autoscaling, proactive autoscaling
for microservice chains and SLO-
aware adaptive autoscaling show
that scaling decisions can be made
more adaptive than simple static
threshold rules.”

and at least one production-oriented
autoscaling study. Nevertheless, autoscaling
evidence should not be overextended: a
scaling decision is not the same as a complete
incident-remediation decision, because many
alerts may require observation, restart,
diagnosis or human escalation rather than
more replicas."”

The self-healing and

autonomic-computing
literature ~ provides a
theoretical framework for
closed-loop adaptation.
MAPE-K-oriented work
is particularly relevant
because it frames system
adaptation
monitoring,

through
analysis,
planning, execution and
knowledge. This helps
explain why safe
remediation must be understood as a process
rather than as a single trigger-response rule.
At the same time, the included self-adaptive
and autonomic sources are mainly conceptual
or framework-oriented in the present
evidence base. They support the need for
structured feedback loops, but they do not by
themselves establish a production-ready
Kubernetes auto-remediation pattern for
resource-constrained teams."®

Microservices using LSTM-GNN.
arXiv.2209.02551; CHoL, Byungkwon et al. (2021).
pHPA: A Proactive Autoscaling Framework for
Microservice Chain. 5th Asia-Pacific Workshop on
Networking (APNet/ACM) July 2021,
MAYERHOFER, Robin et al. (2025). HPAQT:
Adaptive and Interpretable High-level SLO-aware
Autoscaling. 2025 TEEE/ACM 18th International
Conference on Utility and Cloud Computing,
December 2025.

18 JILDERDA, Hendrik — RAIBULET, Claudia (2024).
MAPE-K Based Guidelines for Designing Reactive
and Proactive Self-adaptive Systems. In: Software
Architecture. ECSA 2023, Tracks, workshops and
doctoral symposium; ESPOSITO, Matteo et al. (2025).
Autonomic Microservice Management via Agentic
Al and MAPE-K Integration. arXiv.2506.22185.
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Runbooks and event-driven automation
sources demonstrates that operational
procedures can be codified and triggered by
events. This is important for the proposed
AutoOrch direction because runbooks make
remediation  repeatable and auditable.
However, the strongest runbook sources
available in the current set are mainly official
or practitioner-oriented context sources
rather than peer-reviewed evaluations. They
can therefore support the background claim
that automation tooling exists, but they
should not be used alone to claim that the
research problem of safe action selection has
already been solved."”

The governance dimension is less mature
than the monitoring or autoscaling
dimension, but it is central to safe
remediation. Explainability and human-in-
the-loop literature indicate that automated or
intelligent  systems require interpretable
decisions, reviewable reasoning, and human
oversight where uncertainty or risk is high.
For auto-remediation, these requirements
translate into practical concerns: why a
response was selected, whether the action was
within an approved scope, whether a human

19 ANSIBLE PLAYBOOKS; ANSIBLE COMMUNITY
DOCUMENTATION, 2026. Event-Driven Ansible
Rulebooks. Available:
https://docs.ansible.com/projects/rulebook/;  RED
HAT DEVELOPERS (2025): Implement remediation
strategies with Event-Driven Ansible.

20 LANGER, Markus et al. (2021). Explainability
Auditing for Intelligent Systems. arXiv.2108.07711.;
VILONE, Giulia — LONGO, Luca (2020). Explainable
Artificial Intelligence: A Systematic Review. arXiv
2020, arXiv:2006.00093.; LAZAROS, Konstantinos-
Panagiotis — VRAHATIS, Aristidis — KOTSIANTIS,
Sotiris  (2026). Human-in-the-Loop  Artificial
Intelligence: A Systematic Review. Entropy 28(4).
2l For details, see: JONES, Steve — NOPPEN, Joost —
LETTICE, Fiona (2016). Management challenges for
DevOps  adoption  within UK SMEs. 2nd
International Workshop on Quality-Aware DevOps,
July 2016; KREY, Mike (2022). DevOps Adoption:
Challenges & Barriers. Hawaii International
Conference on System Sciences, January 2022;
SORGALLA, Jonas (2021). Applying Model-Driven
Engineering to Stimulate the Adoption of DevOps

should have been notified, and whether the
resulting decision trail is reliable enough for
later review. The selected studies indicate that
explainability and auditability are widely
recognized governance concerns, but their
implementation in  Kubernetes-specific
remediation pipelines remains comparatively

underdeveloped.”

The SME and resource-constrained evidence
should be interpreted carefully. Sources on
DevOps adoption,
DevSecOps, and secure software
development in SMEs support the claim that

adoption,  cloud

smaller organizations often face constraints
related to staffing, expertise, complexity, cost,
governance, and maintainability. These
studies do not prove that SMEs specifically

deploy Kubernetes auto-remediation

systems. Their relevance is narrower but still
important: they justify why an auto-
remediation  design  aimed at  such
environments  should avoid excessive
operational overhead, should build on
familiar open-source components where
possible, and should provide transparent
governance rather than opaque autonomous
control.”  Across these categories, the

Processes in Small and Medium-Sized Development
Organizations. SN Computer Science 2(6); JAYEOLA,
Olakunle et al. (2022). Cloud Computing Adoption
in Small and Medium Enterprises (SMEs): A
Systematic Literature Review and Directions for
Future Research. International Journal of Business
and Society 23(1); PHAPHOOM, Nattakarn et al.
(2015). A survey study on major technical barriers
affecting the decision to adopt cloud services.
Journal of Systems and Software 103; SENARATHNA,
Ishan et al. (2018). Factors That Influence Adoption
of Cloud Computing: An Empirical Study of
Australian SMEs. Australian Journal of Information
Systems 22(2018); HASSAN, Haslinda (2017):
Organisational factors affecting cloud computing
adoption in small and medium enterprises (SMEs) in
service sector. Procedia Computer Science
121(2017); NAGAHAWATTA, Ruwan et al. (2024).
Towards an Understanding of Cloud Computing
Adoption in SMEs. International Journal of Cyber
Warfare and Terrorism 14(1); MIHELIC, Anze —
VRHOVEC, Simon — HOVELJA, Tomaz (2023). Agile
Development of Secure Software for Small and
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extracted literature suggests a recurring
pattern. Monitoring and alert-routing tools
provide visibility; AIOps approaches support
triage, correlation, and incident
understanding; autoscaling research improves
capacity adaptation; runbook automation
supports  repeatable

governance literature stresses explainability

execution;  and

and oversight. The less mature area is the
integrated, auditable and

policy-gated  transition
from alert detection to
proportionate action in
Kubernetes-like
environments. This gap
should be formulated
cautiously: the evidence is
stronger for individual
tool families than for a
SME-oriented

decision layer.

complete alert-to-action

VI. AUTORCH AS A DECISION-SUPPORT
PERSPECTIVE

In this article, AutoOrch is positioned as a
conceptual  decision-support  perspective
derived from the literature synthesis. Its role
is to express one possible architectural
response to the observed separation between
alert detection, contextual interpretation,
runbook execution, and governance. In this
sense, AutoOrch is best understood as a
proposed  policy-gated layer  between
Alertmanager-style alert routing,
Prometheus-style context enrichment, and
permitted remediation actions.

The conceptual value of AutoOrch lies in
making the decision point explicit. Instead of
allowing an alert rule or a machine-learning
classifier to trigger infrastructure changes
directly, the decision-support layer would

Medium-Sized Enterprises. Sustainability 15(1);
RAJAPAKSE, Roshan et al. (2021). Challenges and
solutions when adopting DevSecOps: A systematic
review. Information and Software Technology
141(6); CHEENEPALLI, Jayaprakashreddi et al.
(2025). Advancing DevSecOps in SMEs: Challenges

» The conceptual value of AutoOrch
lies in making the decision point
explicit. Instead of allowing an alert
rule or a machine-learning
classifier to trigger infrastructure
changes directly, the decision-
support layer would combine recent
operational context with a
constrained policy model.”

combine recent operational context with a
constrained policy model. The context may
include compact indicators such as workload
rate, latency, error behaviour, and resource
saturation, while the policy layer would
determine whether the proposed response is
in scope, sufficiently justified, non-repetitive,
and low-risk. This reflects the evidence base:
autoscaling research supports data-driven
capacity decisions, AIOps
literature supports triage

and incident
understanding, and
governance literature

warns that intelligent
automation requires
traceability and

oversight.”

The same perspective also
clarifies why data-driven classification alone
is insufficient. A model may identify a pattern
that resembles overload or application failure,
but it does not automatically know whether a
particular action is permitted, whether the
affected workload is eligible for automation,
whether a cooldown has been violated,
whether the same event has recurred too
often, or whether a human should be notified.
Policy gates, action allow-lists, escalation
rules, immutable decision records, and post-
action checks are therefore not secondary
additions; they are part of the safety logic that
makes remediation acceptable in operational
settings. AutoOrch also remains aligned with
the SME/resoutce-constrained petspective
only if it is kept lightweight and incremental.
The evidence on SME adoption barriers
supports the need for designs that reuse
automation

existing ~ monitoring  and

components, reduce specialized operational

and Best Practices for Secure CI/CD Pipelines, 13th
International Symposium on Digital Forensics and
Security (ISDFS), April 2025.

22 NOTARO — CARDOSO — GERNDT, 2021; QIU et al.,
2023; LANGER et al., 2021.
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overhead, and remain explainable to small
teams. Therefore, the conceptual AutoOrch
direction should be framed as gradual
decision support: first observing and
classifying alert contexts, then recommending
actions, and only later permitting limited
execution of low-risk runbooks under explicit
policy control.”’

The implementation, datasets, classifier
training, Ansible execution evidence, and
scenario results of AutoOrch are intentionally
outside the scope of the paper. The present
article uses AutoOrch only to show how the
requirements suggested by the reviewed
literature may be organized into a concrete
research direction.

VII. DESIGN REQUIREMENTS

The screened evidence supports a set of
provisional design requirements for safe
Kubernetes auto-remediation. These
requirements should be understood as
review-derived design directions rather than
as final proof that a particular system already
satisfies them. The first requirement is
compact and interpretable telemetry. A
remediation-support system should not
depend on unbounded data collection alone;
it should organize alerts, metrics, logs, traces,
and Kubernetes events into a manageable
context that an operator can understand. This
requirement is consistent with the alert-
fatigue literature, autoscaling studies, and
AlOps work, all of which rely on selected
signals to reduce operational ambiguity.**

The second requirement is explicit alert-to-
context enrichment. A threshold violation
should be interpreted together with recent
workload state, service behavior, and
resource conditions before any action is

23 JONES — NOPPEN — LETTICE, 2016; JAYEOLA et al.,
2022; RAJAPAKSE et al., 2021.

24 VOUTSAS — VIOLOS — LEIVADEAS, 2024; YANG et
al., 2022; KUANG et al., 2024; NOTARO — CARDOSO

recommended. This requirement follows
from the distinction between detecting a
symptom and selecting a justified response. It
also prevents a narrow interpretation of
autoscaling research: capacity adaptation is
valuable, but it should not be treated as the
only possible response.

The third requirement is policy-gated
decision logic. In a safety-oriented design, a
classifier, rule, or correlation method may
suggest a candidate action, but policy should
determine whether that action is allowed.
Such policy logic may include workload
scope, namespace or ownership constraints,
confidence thresholds, action cooldowns,
repetition  limits,  maximum  scaling
boundaries, manual approval requirements,
and safe fallbacks. This connects AIOps and
self-adaptive-system ideas with governance
requirements rather than leaving remediation
to an unrestricted automated trigger.”

The fourth requirement is conservative
automation with explicit human escalation.
The evidence base supports automation to
reduce repetitive work, but it does not justify
unrestricted self-healing in ambiguous or
high-risk cases. A review-derived design
should therefore distinguish between low-risk
automated responses, recommendation-only
cases, and human-escalation cases. The
human-in-the-loop dimension is especially
important where telemetry is incomplete,
failures are repeated, a policy boundary is
crossed, or the proposed action has not been
validated for the affected workload.*

The fifth requirement is auditability and
immutable decision trails. For remediation to
be trustworthy, the system should record not
only that an action occurred, but also the alert
context, extracted telemetry, model or rule

— GERNDT, 2021; NGUYEN et al., 2020; QIU et al.,
2023.

25 See JILDERDA et al., 2024; LANGER et al., 2021.

26 L ANGER et al., 2021; VILONE — LONGO, 2020;
LAZAROS — VRAHATIS — KOTSIANTIS, 2026.
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output, policy decision, actor or automation
identity, timestamp, execution result, and
post-action status. Where automated systems
influence setrvice state, the decision trail must
be resistant to unnoticed alteration and usable
for later accountability, debugging, and
improvement. This requirement is supported
by explainability and governance literature
and by the practical realities of incident
review.”’

The sixth requirement is post-action
verification. A remediation action that cannot
be checked remains only
an  execution attempt.
Whether the action is
scale-out, restart,
diagnostic collection, or
escalation, the system

» For remediation to be trustworthy,
the system should record not only
that an action occurred, but also
the alert context, extracted
telemetry, model or rule output,

reproduced and production claims can be
evaluated honestly.”

The final requirement is SME/resource-
constrained deployability. The design should
be compatible with open-source cloud-native
tooling, should avoid unnecessary platform
complexity, and should support incremental
adoption. The SME literature supports
caution here: resource constraints, adoption
barriers, and limited specialized expertise
make heavyweight automation difficult to
sustain. A policy-gated system should
therefore be
understandable,
maintainable, and able to
begin as decision support
before moving toward
controlled execution.”

should verify whether the policy decision, actor or automation

expected operational state identity, timestamp, execution result
and post-action status.”

has changed and record
the outcome. This requirement follows from
the general closed-loop logic of self-adaptive
systems and from the need to distinguish
between action execution and successful
remediation.”®

The seventh requirement is reproducibility
and production-readiness awareness. The
current evidence base includes a mix of
production-evaluated work, real-world case
studies,  testbed/laboratory  evaluations,
conceptual frameworks, and context-only
documentation. A wuseful review-derived
design must therefore avoid treating all
evidence as equally mature. Future systems
should document their environment,
assumptions, datasets, action boundaries, and
failure modes so that results can be

27 See LANGER et al., 2021; VILONE — LONGO, 2020;
LAZAROS — VRAHATIS — KOTSIANTIS, 2026; MIHELIC
— VRHOVEC — HOVELJA, 2023; RAJAPAKSE et al.,
2021; CHEENEPALLI et al., 2025.

28 JILDERDA et al., 2024; ESPOSITO et al., 2025.

29 MICROSOFT RESEARCH AUTHORS, 2020; SAHA,
2022; CHEN et al., 2025; NGUYEN et al., 2020; QU

CONCLUSIONS

The conclusions of this review must remain
limitation-aware. The present evidence base
has been screened, cleaned, and organized,
but the final PRISMA synthesis still depends
on detailed full-text extraction and final
inclusion confirmation. Context-only sources
have been separated from peer-reviewed
evidence, and SME sources have been
interpreted only as support for resource
constraints, adoption barriets, and
governance needs. Therefore, the paper
should not claim production generalization or
final  wvalidation of any  AutoOrch

implementation.

Within these limitations, the selected
evidence supports a clear design direction.
The literature is comparatively strong in
separate areas: alert fatigue and alert quality;

etal., 2023; NGUYEN — ZHU — LIU, 2024; CHOI et al.,
2021; MAYERHOFER et al., 2025.

30 JAYEOLA et al., 2022; PHAPHOOM et al., 2015;
MIHELIC — VRHOVEC — HOVELJA, 2023; RAJAPAKSE
etal., 2021; CHEENEPALLI et al., 2025.

SmartLaw Research Group



SmartLaw Research Group Working Paper — Nr. 2026/2.

=17

AlOps triage and incident understanding;
Kubernetes autoscaling; self-adaptive system
concepts; runbook automation;
explainability, and SME adoption constraints.
The weaker and more fragmented area is the
integrated transition from alert detection to
safe, auditable, and proportionate action in
Kubernetes-like environments, especially
under  resource-constrained  operational

conditions.

The review therefore supports the need for
lightweight, auditable, and policy-gated
remediation support rather than unrestricted
closed-loop automation. Such a design
should enrich alerts with operational context,
use data-driven methods only for decision
support, enforce explicit policy gates,
preserve  human  escalation, maintain
immutable audit trails, verify post-action
outcomes, and remain deployable with
reasonable operational overhead. AutoOrch
is positioned in this article only as a
conceptual response to that direction.

The practical contribution of AutoOrch
should be developed in a separate
publication. That later paper can present
implementation details, datasets, classifiers,
runbook  execution, and controlled
evaluation. Keeping the review and practical
publications separate  protects the
methodological integrity of the present article
and allows the later system paper to evaluate
a prototype against requirements derived

systematically from the literature.

Further work should refine the synthesis
through final full-text and citation-level
verification and may extend the evidence base
if new Kubernetes auto-remediation studies
become available. The screened evidence
should continue to be used cautiously: peer-
reviewed studies, methodological sources,
and tool documentation must remain
separated when developing later research
claims.
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